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License plate detection and recognition (LPDR) has attracted considerable attention in recent years, and
many algorithms have presented the competitive performance on several datasets. However, there are
still three significant issues to be addressed in this field. Firstly, most methods have poor detection per-
formance in unconstrained scenarios with moving vehicles and highly distracting background objects.
Secondly, existing systems generally focus on single image-based algorithms, yet traffic video sequences
provide more effective information than individual frames for LPDR tasks. Thirdly, images and videos
captured in complex environments may be adversely affected by distortions and low resolution, causing
sensitive recognition performance and reduced robustness. To remedy these issues, we propose to auto-
matically perform license plate detection, tracking, and recognition in real-world traffic videos and inte-
grate them into a unified end-to-end framework via deep learning. The contributions of this paper are
threefold: 1) A deep flow-guided spatiotemporal license plate detector is proposed to model the video
contextual information by introducing optical flow and a novel spatiotemporal attention mechanism;
2) An online license plate tracker is developed to bridge video-based detection and recognition which uti-
lizes both motion and deep appearance information, and innovatively, it can be end-to-end trained with
the detector via multi-task learning; 3) The efficient quality-guided license plate recommender and rec-
ognizer are proposed to jointly perform stream recognition. The former recommends high-quality frames
from video streams while the latter generates recognition results. We evaluate the proposed method on
three traffic video-based license plate datasets, and ablation studies have been presented to verify the
effectiveness of each component mentioned above. Moreover, extensive experiments are conducted for
comparison with other approaches in different scenarios, and the results have demonstrated that our
method achieves state-of-the-art performance on all datasets.

� 2021 Elsevier B.V. All rights reserved.
1. Introduction

Recently, Intelligent Transportation Systems (ITS) have drawn
critical attention due to their vital roles in smart cities and auton-
omous driving [1]. ITS aims to efficiently manage the privately-
owned vehicles, the number of which has increased significantly
in the past years. It also brings tremendous convenience and secu-
rity to the users along with the development of related intelligent
industrial technology [2,3]. As an indispensable component of ITS,
automatic license plate detection and recognition (LPDR) can
greatly alleviate traffic management burdens, which has attracted
considerable research interests [4]. Furthermore, the technology
LPDR can also be applied in many real-world scenarios, such as
parking lot access control, toll collection, and traffic law enforce-
ment [5].

In general, a license plate is composed of six or seven characters
with various fonts, colors, backgrounds, and aspect ratios in differ-
ent regions. Over the past decades, numerous LPDR algorithms
based on computer vision have been extensively explored and
studied to deal with these challenges. Moreover, diverse datasets
have been released publicly, such as Caltech-cars (Real) 1999 data-
set [6], PKU vehicle dataset [7], Application-Oriented License Plate
(AOLP) dataset [8], Chinese City Parking Dataset (CCPD) [9], SSIG-
SegPlate dataset [10], and UFPR-ALPR dataset [11]. Some proposed
approaches have achieved state-of-the-art performance on several
public LPDR datasets. For instance, the method introduced in [12]
presented an average recognition accuracy of 95:83% on AOLP
dataset and an overall recognition accuracy of 98:9% on CCPD
dataset.
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Most previous studies usually perform on the low-level hand-
crafted features [5,13], causing poor performance in highly compli-
cated and unconstrained environments. Thanks to recent
development and advances of deep learning in many fields like
image processing [14–17], convolutional neural networks (CNNs)
bring the community inspiration to accomplish the LPDR task in
complex and changeable scenarios. Furthermore, based on the
high-level discriminative features extracted by CNNs, recurrent
neural networks (RNNs), especially long short-term memory
(LSTM) can be implemented to read the characters and numbers
in the license plates. Both CNNs and RNNs demonstrate the
impressive performance for enhancing the comprehension of
images, which have been adopted in LPDR systems. For the first
time, Li et al. [18] treated the plate as a string of text and tackled
LPDR by leveraging the high capability of CNNs and LSTM to render
it suitable in open environments. After that, more advanced deep
learning-based methods have been proposed consecutively, which
also obtain competitive results on different datasets [12,19–23].

Both traditional and deep learning-based LPDR algorithms have
been widely studied for many years. Most existing methods
involve expensive and strict equipment such as sophisticated
image capture devices, fixed rotation angles, or controlled transla-
tion. However, it is difficult to meet the above requirements in
real-world scenarios. As illustrated in Fig. 1, different interference
like similar background objects, occlusion, motion blur, and non-
uniform illumination will unavoidably occur under such dynamic
and unconstrained conditions. Consequently, these algorithms
may not work well in the complex environments.

Although some solutions have been specially introduced to per-
form the LPDR task in complex and open scenarios [12,19,24–27],
there are still limitations and deficiencies in real-world traffic
applications. To sum up, most existing LPDR algorithms in the lit-
erature have three main problems: (1) Poor detection performance
Fig. 1. Illustration of diverse inference for LPDR systems in real-world scenarios, such as
variance.
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on single images with highly complicated backgrounds and motion
blur, leading to reduced availability in complex scenes such as
intelligent driving. (2) Only perform license plate detection and
recognition on the individual images, while it is more worthy of
attention to involving detection, tracking, and recognition in traffic
videos instead of the single images. (3) Sensitive recognition per-
formance on the real-world images or videos captured in harsh
environments and suffer from low resolution and illumination
variation.

Against the above issues, this work sheds new light on the uni-
fied video-based LPDR systems. To be specific, in this paper, we
propose a novel deep learning-based framework that is capable
of automatically detecting, tracking and recognizing license plates
in the dynamic, unconstrained and complex scenarios. To the best
of our knowledge, it is the first work to unify license plate detec-
tion, tracking, and recognition into one computational framework
via deep learning. Moreover, considering the availability and pop-
ularity of video clips, we tackle the LPDR task in real-world traffic
videos rather than the single image-based methods. It is worth
noting that several existing approaches do claim to present the
video-based LPDR systems [11,28–30], yet they merely focus on
majority voting or super-resolution during the recognition stage.
Nevertheless, in this work, not only a compact and efficient
multi-frame based recognition network is developed, but also the
spatiotemporal detection and online tracking are explored by mak-
ing the best of temporal contextual knowledge. The whole unified
Video-based LPDR framework, namely V-LPDR, which can perform
license plate detection, tracking, and recognition, is the main con-
tribution of this paper. As depicted in Fig. 2, V-LPDR consists of
three components, corresponding to its three subtasks, license
plate detection (LPD), license plate tracking (LPT), and license plate
recognition (LPR). For clear demonstration, the above three compo-
nents are summarized and introduced as follows.
background objects, perspective distortion, motion blur, occlusion, and illumination



Fig. 2. Overview of the proposed video-based LPDR framework. The blue, green and yellow arrows in the detector represent the processing flow of three different frames t4; t5
and t6. The frame t6 is regarded as the current frame in the illustration.
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1.1. Spatiotemporal license plate detector

A novel deep spatiotemporal detection network is developed for
the subtask LPD that is the first and important stage of V-LPDR. As
shown in Fig. 2, having aggregated the optical flow maps of adja-
cent frames, the proposed license plate detector utilizes rich tem-
poral contextual information in the videos to improve the
detection performance and robustness despite motion blur and
perspective distortion. Furthermore, by introducing the attention
module to learn the spatial distribution of license plates, the detec-
tor can achieve high detection precision in the complex scenarios.
1.2. Online license plate tracker

As to the second subtask LPT, an online tracking algorithm is
adopted based on the deep local appearance features. Unlike previ-
ous LPDR approaches that usually ignore the tracking stage, V-
LPDR employs both motion models and deep appearance metrics
to track the detected plates. Moreover, in the proposed framework,
license plate tracking is innovatively integrated with detection to
reduce the additional computational complexity of tracking fea-
tures generation. The tracker plays a pivotal role in V-LPDR due
to its selection for detection and guidance on recognition.
1.3. Efficient license plate recommender and recognizer

It is not robust and accurate to derive the recognition results
from the individual frames with distortions, which significantly
limits the real-world applications of LPDR. Considering both com-
putational efficiency and the improvement of multi-frame recogni-
tion, a novel lightweight recognition network is proposed, as
illustrated in Fig. 2, which is composed of the recommender and
recognizer. With the high-quality frames recommended by the for-
mer, the latter can obtain satisfactory results in unconstrained and
complex scenarios.

The rest of this paper is organized in the following way. A brief
review of related work is given in Section 2. Section 3 describes the
proposed framework in detail. In Section 4, the experimental
results on different datasets are shown and analyzed to verify
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the effectiveness of our approach. Finally, we summarize this paper
and present the future work on LPDR systems in Section 5.
2. Related work

With great application potential, the LPDR system plays an
essential role in ITS. Despite the fact that a considerable amount
of academic approaches have been published over the past two
decades, most of them only concentrate on each individual image
while few video-based LPDR methods explicitly employ temporal
information of video sequences [31]. In general, the typical single
image-based LPDR task is addressed to two key components, i.e.
license plate detection and recognition. As to video-based LPDR,
several techniques are utilized to obtain accurate recognition
results. For a clear introduction, in this section, the literature over-
view is provided in three aspects: license plate detection, license
plate recognition, and video-based techniques for LPDR systems.

2.1. License plate detection

License plate detection aims to discover and locate all plates in
the single image or video frame, and then the bounding boxes
enclosing the predicted potential regions are generated in this
stage. In terms of the significant improvement of LPD by deep
learning in recent years, existing algorithms can be roughly divided
into two categories [5,26,27]: traditional handcrafted features-based
and deep learning-based methods.

Traditional handcrafted feature-based methods generally localize
the plates using boundary information, color features, and texture
features [5]. As license plates in almost all countries have the rect-
angle shapes with their known aspect ratios, boundary or edge
information can be exploited to find potential rectangles in the
whole image. For example, in [32], Sobel filter was employed to
detect boundaries based on the color transition between the plate
and bodywork. Recently, Yuan et al. [33] proposed a novel line den-
sity filter to extract candidate regions in a binary edge image.
Boundary information-based approaches are fast and simple, yet
they are unsuitable for complex images and videos because of
the sensibility to unwanted boundaries. In line with the observa-
tion that license plates usually have the specific color combination



C. Zhang, Q. Wang and X. Li Neurocomputing 449 (2021) 189–206
of backgrounds and characters, color features-based methods are
typically traditional algorithms for LPD. A new method depending
on template matching by analyzing target color pixels was pro-
posed in [34]. With periodic strip search, this method finds the
hue of each pixel, while it is designed for Iranian plates only, lead-
ing to great limitations on other regions. Texture feature-based
approaches utilize the unconventional pixel intensity distribution
in the plate regions. In [35], Yu et al. adopted empirical mode
decomposition (EMD) analysis to find the desired wave crest that
pointed out the position of a plate after obtaining the vertical
and horizontal details. In [36], a scale-adaptive deformable part-
based model was proposed which selected the most prominent
features and reduced the detection time by avoiding the evaluation
at different scales. Both color feature- and texture feature-based
approaches can detect plates with deformed or damaged edges.
However, they may not work well in the case of complicated back-
grounds and various non-uniform illumination.

Deep learning-based LPD methods have received considerable
attention after the advancement of deep learning in the field of
object detection. Over the last couple of years, some impressive
algorithms are proposed to address the problem of plate detection
using deep CNNs [18,19,21,22]. For the first time, Li et al. [18]
exploited a well-trained 31-class CNN to detect characters, fol-
lowed by a plate/non-plate CNN classifier to eliminate false posi-
tives. Unfortunately, with many pre- and post-processing
modules, such a complex model cannot be trained in an end-to-
end manner, which limits its speed and performance. In [23], Chen
et al. proposed a fully convolutional network for random-
positioned detection by the fusion of multi-scale and hierarchical
features, but it was only designed for Macau license plates. Consid-
ering the computational efficiency in real-world applications, the
real-time LPD algorithms [4,11,37–39] were proposed based on
YOLO detector. In [4], Xie et al. developed a YOLO-based model
to predict the coordinates and rotation angles of plates in addition
to their confidence values. Whereas, their approach can only be
forced to output one bounding box in each frame, which makes
it inappropriate in complex scenarios with multiple vehicles.
Henry et al. [39] proposed the modified tiny YOLOv3 for plate
localization and then utilized license plate layout detection to
improve the multinational character recognition accuracy. In order
to reduce the interference of complicated backgrounds, several
recent works [11,24,28,37] perform vehicle detection before plate
detection, but causing additional operational overhead.

2.2. License plate recognition

License plate recognition is intended for reading the numbers
and characters from the detected candidate regions. In general,
the technology used in this stage is optical character recognition
(OCR). With the development of sequence-to-sequence model in
the field of scene text spotting [40,41], most existing LPR algo-
rithms can be categorized into two types: segmentation-based
and segmentation-free methods.

Segmentation-basedmethods consist of two separate phases, i.e.,
license plate segmentation and character recognition, which are
commonly applied in previous LPDR systems. For example, Hsu
et al. [42] first adopted the maximally stable extremal region
(MSER) to segment plates and then the local binary pattern (LBP)
features were extracted and classified by introducing a linear dis-
criminant analysis (LDA) classifier for character recognition. Since
plate segmentation by itself is a really challenging task [19], there
are many works dedicated to it [20,43]. For example, in [43], the
optimal K-means (OKM) clustering-based segmentation method
was introduced to segment license plate characters, which could
deal with the rotated plates. As to character recognition, template
matching-based and machine learning-based methods are usually
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used for the segmented individual characters. Template matching-
based methods [44] recognize each character in terms of the sim-
ilarity measure between templates and characters. Artificial neural
networks (ANN) [45,46] and support vector machine (SVM) [47]
are adopted as machine learning-based methods for recognition
after feature extraction. In addition, inspired by the impressive
performance of extreme learning machines (ELM) [48–50] on clas-
sification, some researchers [51,52] exploited ELM as a classifier for
the task of license plate character recognition, which yielded com-
petitive results. By introducing segmentation, plate recognition can
be simplified as the classification tasks, yet most segmentation-
based methods fail to segment plates with adhesion and distorted
characters.

Segmentation-free methods avoid the error accumulation for
recognition caused by segmentation failures, which have received
considerable research attention of the LPDR community. In [53],
segmentation and character recognition were jointly performed
utilizing hidden Markov models (HMMs). Inspired by scene text
recognition, Li et al. [18] viewed plates as strings of text and
exploited RNNs followed by connectionist temporal classification
(CTC) for plate sequence recognition without the character-level
segmentation. Nonetheless, Dong et al. [54] claimed that the pro-
posed approach in [18] was fragile to distortions in the wild. In
[12], Zhang et al. employed the CycleGAN model for plate genera-
tion and a 2D attentional-based image-to-sequence network for
plate recognition, which avoided character segmentation. How-
ever, faced with motion blur and distortions, most of these algo-
rithms cannot achieve satisfactory recognition performance in
the individual images. Against this issue, we attempt to perform
segmentation-free recognition in the multiple consecutive frames
instead of the single frame.

2.3. Video-based techniques for LPDR systems

Despite an enormous amount of academic literature on the
LPDR topic, only a few video-based algorithms explicitly adopt
temporal contextual information [31]. Note that most existing
methods still work on single images even though it is mentioned
to extract each frame from the video sequences. There are three
typical techniques or strategies for video-based LPDR systems: li-
cense plate tracking, majority voting, and super-resolution.

License plate tracking aims to link the positioned plates in con-
secutive frames and then generate the trajectory. It is worth noting
that plate tracking is rarely studied separately in the literature
[55]. On the contrary, it is commonly implemented for other tasks
such as plate detection, plate recognition and vehicle speed mea-
surement. Voted block matching [56], differential evolution [57],
Kalman filter [58], MSER [59], and Kanade-Lucas-Tomas (KLT)
algorithm [60,61] have been developed and exploited to perform
plate tracking in the time sequences of videos. Recently, Luvizon
et al. [61] proposed a nonintrusive video-based system, which first
localized plates in image regions and then tracked them using the
pyramidal KLT algorithm across multiple frames, and vehicle speed
could be finally measured by comparing the trajectories.

Majority voting was utilized to merge the high-level recognition
outputs and generate the final decision for each plate character
[11,28]. Depending on the performance of segmentation, these
methods may not be robust especially in complex dynamic scenar-
ios. In addition to majority voting, super-resolution is intended to
generate a single high-resolution image from multiple low-
resolution observation sequences. License plate super-resolution
can enhance the recognition accuracy, which has attracted great
research interests in recent years [62,63,29,30,64]. For example,
in [62], Zhang et al. introduced a multi-task generative adversarial
network (GAN) for joint plate super-resolution and recognition.
However, super-resolution requires extra computing resources,
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leading to a compromise of its effectiveness. Moreover, the latter
two video-based techniques only occupy the subtask LPR without
considering the impact of detection and tracking on the recogni-
tion inputs.
3. Our approach

Different from the methods mentioned above, we perform the
task of license plate detection, tracking, and recognition in complex
and unconstrained traffic videos. The whole proposed framework
is illustrated in Fig. 2, which consists of three components, spa-
tiotemporal license plate detector, online license plate tracker,
and efficient license plate recommender and recognizer, corre-
sponding to the three subtasks. Concretely, with an input video,
the detector is first responsible for localizing plates by referring
to the temporal relationship among multiple adjacent frames and
spatial information in the current frame. Next, the tracker can gen-
erate plate streams and assign them different identities using
motion information and discriminative features. Finally, the rec-
ommender is developed to score each stream, and the plate region
with the highest quality score will be selected for the identity-
aware recognizer, where the recognition prediction represents
the final results of its corresponding stream. Note that the pro-
posed V-LPDR is a completely online framework, which means that
it depends on the past information without any future frames in
the videos.

In this section, we will provide detailed descriptions of the
above three components respectively.

3.1. Flow-guided spatiotemporal attention detection network

In order to detect license plates in complex and unconstrained
scenarios, we present a novel flow-guided spatiotemporal atten-
tion network for the subtask LPD. The proposed detection architec-
ture is depicted in Fig. 3. It aims at dealing with complex situations
such as drastic appearance changes, motion blur, and part occlu-
Fig. 3. The structure of the proposed license plate detection network. For convolution op
respectively. For pooling and unpooling operations, =2 and �2 indicate halving or doub
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sion, as exemplified in Fig. 1. On the one hand, inspired by [65–
67], the feature aggregation of neighboring frames is exploited to
achieve high detection recall based on temporal attention and opti-
cal flow information. On the other hand, observing complicated
background interference in real-world traffic videos, spatial atten-
tion mechanism is also adopted for high-level discriminative fea-
tures to improve the precision. As shown in Fig. 3, the proposed
network can be divided into three modules: detection backbone,
flow-guided feature warping, and spatiotemporal attention block.
An efficient scene text detector in [40] is adapted as our plate
detection backbone which consists of the feature extraction sub-
network Ne and the detection-specific subnetwork Nd.

3.1.1. Flow-guided temporal feature warping
Formally, given a series of input video frames Itf g, where

t 2 1; � � � ; Tf g and T represents the total number of frames in the
input video. The proposed detector is intended for generating all
potential plate bounding boxes Rt for each frame It . There is rich
semantic information in high-level deep features which can
enhance detection performance. In view of that, with the r-th
frame Ir in Itf g, the well-known ResNet [68] is modified as Ne in
our backbone to produce the feature maps Fr ¼ Ne Irð Þ. In the fol-
lowing description, we define Ir as the reference frame for conve-
nience. However, such a rough feature map Fr involves no
temporal coherence, causing its vulnerability and weak response
to motion blur and video defocus. Against this issue, the motion-
guided warping strategy is exploited to introduce temporal infor-
mation in the adjacent frames of Ir , exemplified as Ii and Ij, where
i; j < r for online applications of LPDR. Let Fi and Fj be the deep fea-
tures of Ii and Ij respectively, i.e. Fi ¼ Ne Iið Þ; Fj ¼ Ne Ij

� �
. In addition,

as depicted in Fig. 3, their corresponding optical flow maps can be
estimated by the flow network Nf [69], given by:

f r;i ¼ Nf Ir; Iið Þ; f r;j ¼ Nf Ir ; Ij
� �

: ð1Þ
The flow-guided warping mechanism is further applied to a pair

of feature maps and flow maps, formulated as:
erations, the two parameters mean kernel size and the number of output channels,
ling the size of feature maps.
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Fwarp
i ¼Warp Fi; f r;i

� �
;

Fwarp
j ¼Warp Fj; f r;j

� �
:

ð2Þ

where Warp �ð Þ is the element-wise bilinear warping function for all
locations in Fi and Fj, while Fwarp

i and Fwarp
j denote their warped fea-

ture maps respectively.

3.1.2. Spatiotemporal attention
After the flow-guided feature warping, Fr ; F

warp
i , and Fwarp

j will be
aggregated and refined into one feature map based on the novel
spatiotemporal attention. It is composed of three steps: temporal
feature aggregation, channel-wise feature clarification, and spatial
location refinement. For temporal aggregation, given the superset

F ¼ Fr ; F
warp
i ; Fwarp

j

n o
, different adaptive attention weights are gen-

erated for each element. Following [65], the measurement features
are first generated for similarity comparison by applying the tiny
3-layer embedding subnetwork shown in Fig. 3, formulated as

Fms
r ; Fms

i ; Fms
j

n o
¼ Nm Fð Þ. Then the temporal attention weights can

be estimated by:

At
k ¼

exp Fms
k � Fms

r

� �
X

k02 i;jf g
exp Fms

k0 � Fms
r

� � ; ð3Þ

where k 2 i; jf g and � means the element-wise multiplication.
Specifically, softmax function is utilized for normalizing each ele-
ment to the range of 0;1½ �. Given the channel c of At

k;A
t
k cð Þ is a 2-

D weight matrix instead of a scalar, constrained byP
k2 i;jf gA

t
k cð Þ ¼ 11T. The temporal aggregated feature for the refer-

ence frame Ir can be further computed by:

F
�
tmp
r ¼ Fr þ

X
k2 i;jf g

At
k � Fwarp

k : ð4Þ

In practice, At
k is channel-independent while F

�
tmp
r involves the

contextual information across consecutive frames. Such temporal
attention focuses on the motion model in the flow fields like mov-
ing vehicles but without learning the spatial distribution of license
plates in the input frame.

In order to localize the plate regions with high precision and
robustness rather than diverting attention to the entire moving
vehicles, spatial attention is also developed after temporal aggre-
gation. Specifically, motivated by [70–72], we introduce the
channel-wise feature attention followed by spatial location atten-
tion. Formally, given the temporal aggregated feature maps

F
�
tmp
r 2 RH�W�C , the channel-wise feature attention map

Ac 2 R1�1�C and spatial location attention map As 2 RH�W�1 are gen-
erated sequentially. As illustrated in Fig. 3, the channel-wise atten-
tion module consists of two different pooling operations AvgP �ð Þ
and MaxP �ð Þ followed by the 2-layer fully connected network Nc .
This module is designed for feature refinement by weighing the

importance of channels in F
�
tmp
r , formulated as:

Ac ¼ tanh Nc AvgP F
�
tmp
r

� �� �
þ Nc MaxP F

�
tmp
r

� �� �� �
; ð5Þ

F
�
ch
r ¼ Ac � F

�
tmp
r ; ð6Þ

where tanh �ð Þ means the non-linear activation function.

With the refined features F
�
ch
r by temporal aggregation and

channel-wise attention, the fully convolutional network is devel-
oped to perform spatial location attention and explore the inter-
spatial feature relationships. In general, the spatial location atten-
tion module aims to learn where the license plates are and where
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to attend in the whole individual images, which is complementary
to the temporal attention. In line with the above hypothesis,
denote Ns as the spatial attention generation network in Fig. 3
and its attention map can be generated by:

As ¼ sigmoid Ns AvgP F
�
ch
r

� �
;MaxP F

�
ch
r

� �h i� �
;

�
ð7Þ

F
�
st
r ¼ As � F

�
ch
r ; ð8Þ

where sigmoid �ð Þ represents the sigmoid activation function while
�; �½ � means the concatenation operation on the channel axis. It
should be argued that these attention modules are lightweight with
negligible overheads and end-to-end trainable. Moreover, as

depicted in Fig. 3, F
�
st
r will be fed into the detection-specific subnet-

work Nd to produce the final results, formulated as F
�
r ¼ Nd F

�
st
r

� �
. The

rotated bounding boxes Rr ¼ Cr; hrf g enclosing the candidate plate
regions can be further regressed through the detection backbone,
described by the box coordinates Cr and their rotation angles hr .

3.2. Deep appearance representation-based online tracking

For video-based LPDR systems, plate tracking forms a connect-
ing link between detection and recognition. Exactly speaking, it is
conducted to group corresponding license plates into plate
streams, as shown in Fig. 2. Intuitively, an available plate tracker
ensures a similar metric distance inside each stream. Therefore,
there are two important requirements: (1) The tracking metric
should be robust with a high tolerance for diverse interference in
complex real-world traffic videos. It would be better to learn
license plate discrimination from deep feature representations.
(2) The tracker’s computational complexity should be decent with-
out loss of effectiveness.

Inspired by that the learning-based appearance feature plays a
constructive role in data association of multiple object tracking
(MOT) [73,74], we solve the assignment problem for plate tracking
by integrating the motion model with deep discriminative fea-
tures. It should be noted that wemainly focus on the idea that deep
appearance information is beneficial to tracking performance and
there are also two crucial differences between the proposed plate
tracker and Deep SORT algorithm in [74]. Firstly, in the online
inference or tracking stage, the appearance feature vectors are gen-
erated in different ways. Our online tracker can produce the local
feature vectors of plate regions based on the global feature map
obtained from the proposed detection network, while Deep SORT
directly adopts appearance features well-trained offline on another
dataset instead of generating them online. Secondly, during the
training stage, different training strategies are utilized to discrim-
inate deep appearance features for tracking. Unlike that an extra
appearance descriptor should be trained separately offline in Deep
SORT, we innovatively propose to jointly training plate detection
and tracking in this paper. Specifically, to reduce the computing
resource for the generation of discriminative appearance features,
its training process for tracking is combined into a multi-task
architecture with our proposed detection network. As illustrated
in Fig. 4, these two tasks can be jointly trained via deep cosine met-
ric learning and multi-task learning.

3.2.1. Joint metric for online plate tracking
In general, existing methods tackle the tracking task by associ-

ating the detection results across several neighboring frames,
which can be regarded as tracking-by-detection paradigms. We
develop the online plate tracking algorithm following this way.
Having obtained the plate detections in Section 3.1, the recursive
Kalman filter and data association are employed based on the sin-
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gle hypothesis tracking approaches. In this paper, the standard Kal-
man filter is implemented with the linear observation model for
state estimation, while data association aims at determining
whether to steady the predicted plate state as tracked or update
it to lost. For data association in complex traffic scenarios with
uncalibrated cameras, we introduce the joint metric based on both
motion information and deep appearance representations.
Algorithm 1. Online Matching for Plate Stream
Generation
Input: Plate tracklets

T¼ T 1ð Þ; � � � ;T Imaxð Þ
n o

¼ t ið Þ
m ji2 1; � � � ; Imaxf g;m2 1; � � � ;Mf g

n o
and plate detections D¼ dnjn2 1; � � � ;Nf gf g
Initialize the tracking identities ids 1; � � � ; Imaxf g

Initialize the identity-aware license plate streams

T
�
 £
Initialize the unmatched plate detections D
�
 D
for n 2 1; � � � ;Nf g do

for i 2 1; � � � ; Imaxf g do

for m 2 1; � � � ;Mf g do

Compute the joint metric M

�
n;m using Eq. 11
end for

Save the minimal cost matchingn o

M
�

n;m0; t
ið Þ
m0;dn
end for

Compute the tracking state Sn using Eq. 12

if Sn ¼ tracked then
Search and produce the optimal matching T i�ð Þ;dng

Online Update tracking identities ids ids [ i�
Online Update T i�ð Þ  T i�ð Þ [ dn,

T T ið Þji 2 ids
n o
end if
Online Update D
�
 D

�
ndn
end for
Update T
�
 id;T idð Þ

n o
jid 2 ids

n o
Output: The generated identity-aware plate streams T
�

Concretely in the frame Ir , denote the n-th axis-aligned bound-
ing box detection by dn and the m-th track by tm. Then the squared
Euclidean distance is exploited to incorporate motion information,
formulated as:

M 1ð Þ
n;m ¼ dn � tmð ÞT dn � tmð Þ; ð9Þ
However, the Euclidean distance is not ideally suitable for com-

plex traffic scenarios with high motion uncertainty. Therefore, in
addition to the Euclidean distance, the deep feature
representation-based cosine distance between the detections and
tracks is produced as the other data association metric. For the
detection dn, its appearance feature vector vn can be generated
through the deep CNNs and further normalized to kvnk ¼ 1. The
smallest feature vector distance is computed as the appearance
representation-based metric, given by:

M 2ð Þ
n;m ¼ min 1� vT

num;z j um;z 2 Um
� �

; ð10Þ
where Um represents the set of appearance feature vectors that
have been associated for the track tm. Both metrics M 1ð Þ

n;m and M 2ð Þ
n;m

are integrated to form the joint metric M
�

n;m:

M
�

n;m ¼ aM 1ð Þ
n;m þ 1� að ÞM 2ð Þ

n;m; ð11Þ
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where a is used to weigh the importance of these two distance mea-
sures and set to 0:5. Finally, it is possible to indicate and update the
tracking state Sn for dn, formulated as:

Sn ¼ tracked; 9m; min
m

M
�

n;m 6 D

lost; otherwise

8<
: ; ð12Þ

where D is defined as the dataset-aware threshold. In practice, the
tracklets will be considered as false detections and deleted if they
are not successfully associated in the first three consecutive frames.
After that, the identity-aware plate streams can be generated in the
online matching phase following Algorithm 1. It is worth noting
that the developed joint metric introduces robust deep feature rep-
resentation to compensate for the deficiency of motion information
in unconstrained traffic scenarios. With the joint metric, plate track-
ing essentially announces two intentions, i.e. filtering detections to
reduce false positives and collecting them into plate streams for
tracking identity-based recognition.

3.2.2. Multi-task training
As mentioned above, the well-discriminating appearance repre-

sentations should be produced by deep neural networks. On the
one hand, it has been demonstrated that there are clear mutual
benefits of jointly performing detection and tracking in a unified
framework [75]. On the other hand, it is reasonable to develop a
shared CNN model for the purpose of reducing the computational
complexity of deep feature vector generation. Inspired by these
facts, a multi-task architecture is proposed to simultaneously per-
form detection and tracking, as illustrated in Fig. 4, which is end-
to-end trainable in the joint formulation via multi-task learning.
The multi-task framework is extended on our detection network,
where the tracking feature generation branch can be supervised
trained by deep cosine metric learning [76].

Given the input video frame Ir , its deep feature maps have been
produced by Fr ¼ Ne Irð Þ. As depicted in Fig. 4, in parallel with three
detection substructures, the shallow classification-specific subnet-
work Ncls is designed for generating deep appearance representa-
tion vector vn. With the detection box dn and global features F0r ,
plate region features can be extracted using RoIAlign [77], formu-
lated as Pr;n ¼ RoIAlign Fr ;dnð Þ. Moreover, the cosine softmax classi-
fier is exploited at the end of Ncls to transform tracking feature
generation into the classification task for supervised training, sta-
ted by:

p ŷn ¼ cjvnð Þ ¼ exp r �xT
cvn

� �
XC
k¼1

exp r �xT
kvn

� � ; ð13Þ

where x and r represent the unit-length weight vector normalized
by ‘2 and the trainable scaling parameter, respectively. In the above
formulation, ŷn is denoted as the class prediction and
ŷn; c 2 1; � � � ;Cf g, where C means the total number of tracking iden-
tities. Moreover, the joint loss function for detection and classifica-
tion can be formulated as:

Ljoint ¼ lLdet þ 1� lð ÞLcls þ gLreg ; ð14Þ
where l represents the fixed weight to balance the detection loss
Ldet and tracking (classification) loss Lcls, which is set to 0:8 moti-
vated by [78,79]. Lreg is ‘2 regularization to alleviate overfitting
while g is set to 0:5. In practice, we follow the detection backbone
in [40] to design Ldet while Lcls is defined as the softmax cross-
entropy loss function, computed by Lcls ¼ �

PN
n¼1 log p ŷn ¼ðð

ynjvnÞÞ; yn representing the tracking identity ground truth of ŷn.
As illustrated in Fig. 4, with such multi-task training, the com-

puting resources can be reduced by sharing the feature extraction



Fig. 4. Multi-task training architecture for license plate detection and tracking.
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subnetwork. Furthermore, the well-discriminating deep appear-
ance representations are produced and extracted for online plate
tracking during the inference stage.
3.3. Efficient quality-guided license plate stream recognition

Previous methods have introduced majority voting and super-
resolution to employ temporal information for plate recognition.
However, there are two remarkable issues: (1) In real-world traffic
videos, a plate usually continuously appears in its multi-frame
stream, where the high-quality frames can be accurately recog-
nized yet the low-quality ones interfere with plate recognition,
Fig. 5. The proposed multi-task architecture for license plate stream recognition, wh
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causing errors. (2) The distortions such as blur, noise, and defocus
are commonly global, which significantly affect the image quality
of plate patches, whereas this quality is available as prior
knowledge.

To address these issues, a plate image quality-guided recogni-
tion model is proposed in this section, which consists of two mod-
ules, i.e. plate recommender and recognizer. We tackle the plate
recognition task as a sequence-to-sequence problem. First license
plates with the same tracking identity are integrated into one plate
stream. Then for each identity-aware stream, the plate recom-
mender is developed to select the highest quality plate online by
image quality scoring. Finally, the recommended plate patch is
ich is composed of two components: plate recommender and plate recognizer.
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fed to the plate recognizer, whose recognition result represents the
whole stream’s final decision. Note that to accommodate the pro-
posed V-LPDR framework for online applications, there is no future
information available in the traffic videos. Against this issue, as
shown in Fig. 5, we introduce a dynamic buffer to cache the highest
quality score of the current plate stream and its recognition result.
In this section, we will introduce the network design and the train-
ing strategy in detail.
Algorithm 2. Dynamic Buffer for License Plate Stream
Recognition
Input: Quality score q̂j 2 bQ and tracking identity id,
where j represents the serial number of the input
license plate Pj in the stream P
if j ¼ 1 then

Initialize:

Set ~qid as the highest quality score for the whole

plate stream P
Set S
�

id;j as the final recognition results of the
current input plate Pj
Activate plate recognizer
Generate recognition results cS1 of P1
Assign ~qid  q̂1, S
�

id;j  cS1
else

Compare the quality scores ~qid and q̂j

if q̂j > ~qid then

Update:
Activate plate recognizer
Generate recognition results cSj of Pj
Assign ~qid  q̂j, S
�

id;j  cSj
end if

end if
Output: The final decision cS� ¼S
�

id;j for the input plate
Pj
3.3.1. License plate recommender and recognizer
Considering the misrecognition caused by motion blur and per-

spective distortion, the plate recommender is proposed to process
each input plate patch in advance, which involves the quality scor-
ing module and the dynamic buffer, illustrated in Fig. 5. For an
identity-aware plate stream, given by P; idf g, where
P ¼ P1;P2; � � � ;PJ

� �
is denoted as a series of plate patches with

the same identity id, the quality scoring network Nqs is utilized to
sequentially evaluate the image quality of each input plate
Pj 2 P. In practice, the quality scores predicted by Nqs are con-

strained to the range of 0;1½ �, formulated as bQ ¼ Nqs Pð Þ, where
bQ ¼ q̂1; q̂2; � � � ; q̂J

� �
. Then they will be compared based on the input

id in the buffer. The process of the dynamic buffer initialization and
update is summarized in Algorithm 2. After that, for the plate
stream P; idf g, the recommender outputs the recognition result
cS� corresponding to the highest quality plate P� as the final
decision.

As presented in Fig. 5, we follow the multi-task design approach
to develop the plate recommender and recognizer, where these
two tasks share a shallow 6-layer CNN model to extract deep dis-
criminative features. As to quality scoring subnetwork, there are
two different pooling operations, max pooling and average pooling,
followed by fully connected layers. In line with its input identities
and estimated quality scores, whether to activate the recognition
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branch can be effectively controlled. With the feature maps
encoded by the shared CNNs, we exploit the attention-based
encoder-decoder model for the plate recognition task, following
the previous methods in [80,81]. The recommender performs on
every plate patchPj yet the recognizer will only be activated under
the above specific conditions, contributing to the computational
efficiency and temporal redundancy removal.
3.3.2. Weakly supervised alternative training
During the plate recommender and recognizer training phase,

there are two different tasks that need to be considered, requiring
their corresponding labels. Different from available recognition
labels, the quality score ground truths, which indicate the objective
quality of plate images, can hardly be manually annotated due to
inconsistent subjective assessments and tremendous labor costs.
To solve this problem, we innovatively introduce the weakly super-
vised alternative training strategy based on the notion that higher
quality plate patches are more likely to be correctly recognized. In
fact, softmax outputs usually imply prior knowledge of image qual-
ity [82,83]. Formally, given an input plate patch Pj, its total recog-
nition confidence from softmax function can be computed by:

qj ¼
YKþ2
k¼1

softmax x jð Þ
k

� �
; ð15Þ

where x jð Þ
k denotes the LSTM decoder output for the k-th character

prediction while qj 2 Q and Q ¼ q1; q2; � � � ; qJ

� �
. K represents the

sequence length of the plate Pj whereas K þ 2 means the extra start

and end tokens. qj will be further used as the ground truth of q̂j 2 bQ
for training the quality scoring module, which lies in 0;1½ � as well.
Therefore, let S jð Þ be the recognition ground truth of Pj, and then
the loss functions of the recognizer and recommender can be for-
mulated as:

Lrcg ¼ �1
J

XJ

j¼1

XKþ2
k¼1

ln P S
jð Þ

k jS jð Þ
1:k�1;Pj

� �
; ð16Þ
Lqs ¼ kQ� bQk1 ¼ 1
J

XJ

j¼1
kqj � q̂jk; ð17Þ

where S
jð Þ

k denotes the k-th location in S jð Þ. As demonstrated
above, since training the plate recommender depends on the soft-
max prediction of the recognizer, an alternative training strategy
is adopted instead of joint training. Briefly speaking, the recognizer
is trained at each step yet the recommender will be trained after a
certain step interval adjusted as the training progress. It is worth
noting that the training of the recommender is weakly supervised
with gradually generated weak labels of quality scores rather than
exact ones. In practice, two different optimization processes are uti-
lized to minimize the loss functions Lrcg and Lqs respectively.
4. Experiments

In this section, extensive experiments have been conducted to
demonstrate the effectiveness of the proposed framework V-
LPDR and evaluate its performance in real-world traffic videos.
For clear descriptions, the used license plate datasets and their
details are first stated and explained. Then the evaluation criteria
and implement settings are briefly introduced. Finally, we present
and analyze the experimental results on each dataset for compar-
ison with other competitors.
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4.1. Datasets

In order to evaluate the performance of V-LPDR, it is required to
access several video-based license plate datasets. However, unlike
single image-based datasets in plenty, there are only a few video-
based plate datasets available. Among them, three challenging
ones are selected and adopted in the experiments, namely UFPR-
ALPR dataset [11], SSIG-SegPlate dataset [10], and Low-Quality
Plate-Videos dataset [29].
4.1.1. UFPR-ALPR dataset
The first dataset is denoted as the UFPR-ALPR dataset, which is

issued by Laroca et al. in [11]. It consists of 150 license plate video
clips captured in Brazil, and each video clip is constituted of 30
frames for the same plate. Thus there are a total of 4500 frames
in this dataset. Towards the challenging LPDR tasks in uncon-
strained scenarios, the dataset is built on real-world driving traffic
environments with different camera devices, varying illumination,
and diverse perspectives. For a closer and detailed inspection of
UFPR-ALPR dataset, we derive the statistical map of license plates
and their density maps, shown in Fig. 6(a)–(d). In practice, 90 video
clips are utilized for training and others for testing. Furthermore,
data augmentation by random image cropping and rotation is also
implemented during the training phase.
4.1.2. SSIG-SegPlate dataset
The second one is the SSIG-SegPlate dataset released in [10]. It

has 2000 license plate frames from 101 video clips of different
lengths. With the resolution of 1920� 1080 pixels, each plate
image in this dataset is acquired by the static digital cameras in
real-world traffic scenarios. The statistical map and density maps
for this dataset are exhibited in Fig. 6(e)–(h). In the experiments,
following the evaluation protocols in [10], 61 video clips are
Fig. 6. (a)–(d) for the UFPR-ALPR dataset, (e)–(h) for the SSIG-SegPlate dataset, and (i)–
maps of the license plate distribution. (b), (f), and (j) mean the probability density maps o
and (k) are the density maps on X-aixs. (d), (h), and (l) are the density maps on Y-aixs.
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adopted to train our model and others for testing. In addition, data
augmentation is implemented to expand the training set as well.

4.1.3. Low-quality plate-videos dataset
The third dataset is proposed in [29] comprising 200 real-world

traffic videos (totally 48;000 frames). The movement of all vehicles
is away from the video capture device, which results in low-quality
video frames with low resolution due to the long distances and fast
driving speed. For convenience, we name it ‘‘Low-Quality Plate-
Videos Dataset” in this paper. Furthermore, it is divided into two
subsets, named ‘‘Landscape (LA)” and ‘‘Portrait (PO)”, according
to the camera’s horizontal or vertical rotated position. It should
be noted that the full annotations are NOT provided in [29], while
only the recognition labels of the first frame of each video are
included in the ground truth files. In order to comprehensively
evaluate the proposed method on it, we modify and improve this
dataset by manually labeling all visible plates in these 200 videos
with both detection and recognition ground truths. Besides, its
data distribution is fairly different from the above two datasets,
which can benefit the experimental variety. The statistical map
and density maps are presented in Fig. 6(i)–(l). In practice, 150
video clips are employed for training and the rest for testing.

4.2. Evaluation measures and implementation setup

To comprehensively evaluate the performance of the proposed
unified framework V-LPDR, diverse evaluation measures are
exploited for different stages in the algorithm.

4.2.1. Evaluating detection
For evaluating the license plate detection performance, we fol-

low the metrics introduced in [84]. It is reasonable to assume that
TP, FP, TN, and FN denote the number of true positives, false posi-
tives, true negatives, and false negatives, respectively. Conse-
(l) for the Low-Quality Plate-Videos dataset. (a), (e), and (i) represent the statistical
btained by 2-dimensional Parzen-window estimation with Gaussian kernel. (c), (g),
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quently, the definition of detection recall and precision can be
given by:

recall ¼ TP
TP þ FN

; precision ¼ TP
TP þ FP

: ð18Þ

Both evaluation protocols are necessary since they serve differ-
ent purposes for plate detection. Moreover, it is noteworthy that
every frame in the testing sets will be evaluated by the above
two criteria for the fair comparison. In practice, it will be consid-
ered the correct detection if the license plate is encompassed by
its bounding box, formulated as D \ G=D [ G P 0:5, where D and
G represent the localized potential plate region and its correspond-
ing ground truth, respectively.

4.2.2. Evaluating tracking
In order to evaluate the tracking performance, the standard

CLEAR MOT metrics defined in [85] are employed in our experi-
ments. The plate tracking criteria should naturally present the
tracking results of the proposed plate tracker in real-world traffic
videos. Hence we introduce two typical metrics, i.e. multiple object
tracking precision (MOTP) and multiple object tracking accuracy
(MOTA), to demonstrate its effectiveness.

4.2.3. Evaluating recognition
As to license plate recognition, we evaluate its performance

using the sequence recognition accuracy [18], which is defined as
the number of correctly recognized license plates divided by the
total number of ground truths. It should be reported that accu-
rately recognizing the entire plate sequence (all characters in it)
means correct recognition. This metric is quite different from that
utilized in some segmentation-based methods [8,11].

In addition, TensorFlow is implemented to build the proposed
V-LPDR framework with an Intel Core i7 6800 K @ 3.40 GHz CPU
and four NVIDIA GeForce GTX 1080Ti GPUs.

4.3. Ablation studies

To analyze the validity of the proposed modules in V-LPDR, in
this section, we conduct some ablation experiments on Low-
Quality Plate-Videos dataset. Compared with the other two data-
sets, this one includes fast-moving vehicles and long distances
between the camera and license plates, leading to more serious
motion blur and perspective distortion. Thus, this dataset is suit-
able for ablation studies in the performance improvement brought
by the proposed modules like flow-guided spatiotemporal atten-
tion and plate stream recommender. Some examples on this data-
set are shown in Fig. 7.

4.3.1. Effect of the spatiotemporal detector
To analyze the impact of the proposed spatiotemporal attention

mechanism on license plate detection, we conduct ablation exper-
iments using different detection networks. As shown in Table 1,
four plate detectors are developed and evaluated on Low-Quality
Plate-Videos dataset. ‘‘DB” refers to our detection backbone in Sec-
tion 3, which can be presented only based on single images with-
out any temporal knowledge. The method ‘‘DB + Attention” in
Table 1 represents the modified ‘‘DB” by only introducing the spa-
tial attention, which is also a single-frame detector, while ‘‘DB
+ Optical Flow” includes the process of flow map generation and
temporal feature warping but without spatial attention. Naturally,
‘‘DB + Spatiotemporal” means the proposed license plate detector,
which introduces both temporal optical flow and spatial attention,
referred to as ‘‘Spatiotemporal Attention” in this paper. The first
two are single-image detector, and compared to DB, introducing
spatial attention can improve the performance of plate detection,
especially the precision, with a maximum increase of 6:11%. This
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is mainly because it reduces the feature response of false detec-
tions. On the other hand, the latter two are video-based detectors,
as illustrated in Table 1, in general, they achieve better detection
performance due to the benefits from contextual information in
optical flow maps. The generation of flow maps does bring extra
runtime about 30 ms, but the refined features by optical flow
strengthen the response of damaged plate regions with motion
blur or partial occlusion in consecutive frames. Therefore, higher
detection recall can be obtained, verifying the effectiveness of
introducing optical flow for plate detection in videos. The proposed
detector (‘‘DB + Spatiotemporal” in Table 1) achieves the best
experimental results on the two subsets, and the above ablation
study demonstrates the effectiveness of its different modules.
4.3.2. Effect of the online tracker, stream recommender and recognizer
For a general LPDR system, after plate detection, the recognition

module will be activated immediately to produce the final deci-
sion. In the V-LPDR framework, we perform online plate tracking
between detection and recognition since the proposed plate rec-
ommender relies on the tracked plate streams to select high-
quality frames for the recognizer. In fact, plate tracking is not our
ultimate goal, but as a crucial cohesive stage, it will affect the
recognition performance. Therefore, in this section, we verify the
effect of the proposed tracker and recommender on the recognizer
by calculating the recognition accuracy of different models. As
shown in Table 2, 5 models are developed and evaluated for abla-
tion studies. We first build single-frame plate recognition algo-
rithms based on the ‘‘Only Recognizer” but adopting different
model inputs. In Table 2, ‘‘by Detection”, ‘‘by Tracking”, and ‘‘by
Ground Truth” mean that the results of our proposed detector,
tracker or ground truths are fed into the recognizer frame by frame
as inputs respectively. It can be seen that compared to ‘‘by Detec-
tion”, the recognizer ‘‘by Tracking” has higher accuracy with the
increases of more than 5%, which proves the benefits from plate
tracking mainly due to the detections refined by the tracker. In
addition, the combination of recommender and recognizer (‘‘Rec-
ommender + Recognizer” in Table 2) is based on tracking, which
recommends high-quality license plates from multiple frames to
the recognizer and adopts their results instead of low-quality
plates. That is why ‘‘Recommender + Recognizer” methods can
achieve higher recognition accuracy than ‘‘Only Recognizer by
Ground Truth” and this improvement is significant. Furthermore,
we explore the effect of the deep appearance (DA) module in our
proposed tracker in the ablation experiments. Specifically, as illus-
trated in Table 2, we present two models, ‘‘Tracking without DA”
and ‘‘Tracking with DA”, where the former means deleting the
DA module in the plate tracker while the latter contains it. Both
of them are evaluated in the scheme of ‘‘Recommender + Recogn
izer”, but ‘‘Tracking with DA” obtains the best recognition accuracy
at 91:37% and 91:90%. As for computational speed, these two
‘‘Recommender + Recognizer” methods perform better since they
avoid the plate recognition process on low-quality frames by out-
putting the results of high-quality frames, and the method ‘‘Track-
ing with DA” has the fastest runtime on this dataset, at only 7 ms
per frame. These ablation experiments further verify the effective-
ness of our proposed plate tracker, recommender and recognizer.
4.4. Comparison with other methods for each component in V-LPDR

In this section, several experiments including comparative tests
are carried out on the UFPR-ALPR dataset to verify the superiority
of the proposed framework, referred to as V-LPDR, in uncon-
strained driving scenarios. We present and analyze the detailed
evaluation results for each component in V-LPDR.



Fig. 7. Some plate detection, tracking, and recognition examples on Low-Quality Plate-Videos dataset. The cropped license plate regions are attached to the top left of each
frame, followed by their recognition results and tracking identities. The top two rows exhibit the results in LA subset, while the last row presents the results in PO subset.
These figures from PO are intercepted for better display.

Table 1
Comparison of different detectors on low-quality plate-videos dataset.

Methods LA PO Speed (ms)

Recall (%) Precision (%) Recall (%) Precision (%)

Detection Backbone (DB) 75.19 80.90 79.69 81.76 85
DB + Attention 78.46 87.01 81.39 87.22 87
DB + Optical Flow 84.70 85.46 86.53 85.04 118
DB + Spatiotemporal (Optical Flow + Attention) 90.86 94.56 91.17 94.39 120

Table 2
Recognition accuracy with different trackers and recognizers on low-quality plate-videos dataset.

Methods Accuracy (%) Speed (ms)

LA PO

Only Recognizer by Detection 65.24 65.67 31
by Tracking 71.31 70.89 31
by Ground Truth 87.30 87.48 31

Recommender + Recognizer Tracking without DA 88.68 88.54 22
Tracking with DA 91.37 91.90 7

C. Zhang, Q. Wang and X. Li Neurocomputing 449 (2021) 189–206
4.4.1. Performance analysis of license plate detection
The UFPR-ALPR dataset has 150 video clips with the bounding

box labels of license plates. In this experiment, these annotations
are employed to evaluate the performance of the proposed plate
200
detector. The detailed detection results on this dataset are shown
in Table 3. Two state-of-the-art methods [11,37] are introduced
for detection performance comparison on this dataset. Further-
more, our detection backbone is exploited as the ‘‘Baseline”



Table 3
Detection performance comparison on UFPR-ALPR dataset.

Methods Recall (%) Precision (%) No. of true/false detections Speed (ms)

Laroca et al. [11] 98.33 98.33 1770/30 –
Laroca et al. [37] 98.25 98.67 1776/24 –
Baseline (Ours) 98.50 98.45 1773/28 85
Proposed (Ours) 99.39 99.11 1789/16 122
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method in Table 3 to verify the benefits of spatiotemporal contex-
tual information for plate detection, especially in complex and
unconstrained scenarios. We calculate the detection recall and pre-
cision for the comprehensive evaluation, and the proposed plate
detector outperforms other algorithms in terms of both evaluation
criteria. Concretely, around 1:14% performance improvements of
recall can be achieved due to the increased number of true detec-
tions. This gain can be mainly attributed to the refined features by
temporal information in optical flow maps. At the same time, the
detection precision has also been improved by 0:44%, which
proves that spatiotemporal attention can reduce the response of
false detections and enhance the feature robustness. These exper-
imental results ideally demonstrate the effectiveness and superior-
ity of spatiotemporal attention mechanism for video-based LPDR
systems. Moreover, it is satisfactory to obtain such detection per-
formance improvements considering the unconstrained driving
scenarios in this dataset. As to the computation speed, the pro-
posed detector takes about 122 ms for each input while the base-
line needs 85 ms. The extra cost is worthwhile in terms of
performance enhancement. Some detection examples on the
UFPR-ALPR dataset are shown in Fig. 8.

4.4.2. Performance analysis of license plate tracking
In this experiment, the performance of the proposed license

plate tracker is evaluated on the 60 test video clips from the
UFPR-ALPR dataset, the same as used in the detection evaluation.
Two typical multiple object tracking metrics, MOTP and MOTA,
are exploited in the experiment. It is worth noting that following
the strategy in many tracking-by-detection paradigms, the pro-
posed tracker only filters and outputs the bounding boxes gener-
ated in the detection phase without additional adjustments.
More importantly, it associates all patches of the same license
plates with distinguishable identities. Then, these identity-aware
plate streams can be efficiently recognized in the next stage. As
illustrated in Table 4, we introduce four typical tracking algorithms
for comparison. The Kalman filter (KF) and Hungarian algorithm
(HA) are implemented in the comparative experiment since the
proposed tracker is based on the scheme of ‘‘KF + HA”, which
can also be regarded as our baseline method. About 1:16% and
8:39% performance improvements of MOTP and MOTA are
achieved respectively, which demonstrates the effectiveness of
introducing deep appearance representation in the joint metric
for plate tracking, especially in unconstrained and complex scenar-
ios. We also conduct experiments using two typical MOT methods
for comparison, TC_ODAL [86] and MDP [87], both of which out-
perform ‘‘KF + HA”. In fact, the tracking performance is evaluated
based on the detection results produced by the proposed detector,
and as shown in Table 4, four tracking algorithms achieve similar
MOTA. This is because the detection performance plays a crucial
role in tracking and our detector can produce precise detections
for tracking. Both TC_ODAL and MDP are online algorithms but
their speed is relatively slow, far from real-time performance. In
practice, our well-trained model can generate detection and track-
ing results simultaneously via the multi-task training strategy
introduced in Section 2B. In this way, the runtime of our proposed
tracker is reduced to 24 ms, as illustrated in Table 4. This perfor-
mance improvement especially in accuracy verifies the benefits
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from the deep appearance module for online plate tracking, and
the speed is promising for such complex scenarios. Furthermore,
as an online plate tracker, it introduces no future information in
videos, which reasonably meets the requirements of real-world
applications.

4.4.3. Performance analysis of license plate recognition
Following the evaluation protocol introduced by the dataset

administrators in [11], 60 license plate streams (1800 frames) are
used to test the performance of the proposed recognition network.
For rigorous evaluation, six different methods [88,89,11,90,91,37]
are employed for performance comparison in the experiments.
Moreover, we also conduct the comparative experiment to demon-
strate the benefits of the proposed multi-frame stream recommen-
dation strategy for plate recognition. Specifically, after removing
the multi-frame recommendation module, the remaining
attention-based single-frame recognition network is utilized as
the ‘‘Baseline” method in our experiments. For fair comparison
and simplicity, the baseline and the proposed approach are trained
and tested separately but with the same evaluation protocol. As
shown in Table 5, the algorithm developed by Laroca et al. in
[37] archived the state-of-the-art recognition performance with
about 90% accuracy on the UFPR-ALPR dataset before our method.
Nevertheless, their approach may not work well in low-quality
license plate images with distortions, leading to a high number
of false recognitions. The proposed joint plate recommender and
recognizer can address this issue and obtain 95:44% recognition
accuracy, which outperforms all other approaches including the
baseline. This improvement is mainly because our algorithm
avoids performing plate recognition on low-quality frames but
adopts the results on high-quality frames instead. The plate recom-
mender can select the current best frame from a tracked plate
stream according to their quality scores. Therefore, it achieves both
better accuracy and speed. As illustrated in Table 5, it takes about
16 ms per frame, faster than the baseline. This runtime is tolerable
and sufficient for some real-world applications in unconstrained
scenarios. Overall, the experimental results reveal the effectiveness
of quality-guided stream recognition especially in complex envi-
ronments. Fig. 8 presents several exemplar recognition results on
the dataset.

4.5. End-to-end performance comparison with state-of-the-arts

In order to further compare and analyze the end-to-end overall
performance of the proposed unified V-LPDR framework with
other state-of-the-art algorithms, the experiments are conducted
on SSIG-SegPlate dataset, which is more widely used than the other
two datasets. In the training phase, 61 video clips from this dataset
and all frames in UFPR-ALPR dataset are fed into our model since
there are license plates with the same layout in these two datasets.
The remaining 40 videos (804 frames) are employed for testing. For
rigorous evaluation, both detection and recognition performance
are exhibited and compared with state-of-the-art in Table 6.

More importantly, the end-to-end performance and corre-
sponding number of false recognitions are also presented and ana-
lyzed in the experiments. To be specific, we introduce nine
different competitors for performance comparison. As illustrated



Fig. 8. Some plate detection, tracking, and recognition examples on UFPR-ALPR dataset.

Table 4
License plate tracking performance on UFPR-ALPR dataset.

Methods MOTP (%) MOTA (%) Speed (ms)

Mean-Shift 51.75 42.17 26
KF + HA 93.13 79.72 18
TC_ODAL [86] 93.21 81.11 260
MDP [87] 93.74 86.44 400
Proposed tracker 94.29 88.11 24

Table 5
Recognition performance comparison on UFPR-ALPR dataset.

Methods Recognition accuracy (%)

Sighthound [88] 47.39
OpenALPR [89] 50.94
Laroca et al. [11] 64.89
Gonçalves et al. [90] 76.50
Silva and Jung [91] 85.42
Laroca et al. [37] 90.00
Baseline (Ours) 92.28
Proposed (Ours) 95.44

C. Zhang, Q. Wang and X. Li Neurocomputing 449 (2021) 189–206

202
in Table 6, their end-to-end accuracy is presented and compared
with the proposed method despite the lack of several results for
detection or recognition. It can be seen that our approach outper-
forms all state-of-the-arts and archives the best end-to-end accu-
racy of 98:64%, which is 1:74% higher than the deep learning-
based algorithm in [37]. Accordingly, the total number of end-to-
end false recognitions is reduced to 11 on this dataset that has
804 test images. As for the component performance of the pro-
posed V-LPDR, it archives the highest detection recall, precision,
and recognition accuracy, respectively 99:88%;99:63%, and
No. of false recognitions Speed (ms)

947 33
883 33
632 14
– –
262 20
180 6
139 32
82 16



Table 6
Performance comparison on SSIG-SegPlate dataset.

Methods Detection
performance (%)

Recognition performance (%) End-to-End Performance (%) No. of End-to-End False Recognitions Overall speed (ms)

Recall Precision

Silva and Jung [92] 99.51 95.07 78.23 63.18 296 115
Sighthound [88] – – 82.80 73.13 216 –
Gonçalves et al. [93] – – 93.60 81.80 146 250
Laroca et al. [11] 99.75 99.13 92.48 85.45 117 22
OpenALPR [89] – – 92.00 87.44 101 –
Silva and Jung [24] – – – 88.56 92 200
Gonçalves et al. [90] – – – 88.80 90 45
Silva and Jung [91] 97.39 96.09 – 92.41 61 115
Laroca et al. [37] 99.78 95.28 98.20 96.90 25 14– 34

Ours 99.88 99.63 98.88 98.64 11 156

Fig. 9. Some exemplar resullts of the proposed method on SSIG-SegPlate dataset.
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98:88%. In addition, it also obtains the promising tracking perfor-
mance of 96:90% MOTP and 89:18% MOTA while there are no
quantitative results available from these existing methods that
can be collected for comparison. In fact, this end-to-end perfor-
mance improvement can also be attributed to the effective tempo-
ral information in videos introduced by the proposed V-LPDR. To
sum up, the above experimental results in Table 6 indicate that
the proposed framework has archived the state-of-the-art end-
to-end performance on SSIG-SegPlate dataset, which also verifies
its validity in traffic videos with slow-moving vehicles and various
backgrounds. In addition, some exemplar results on this dataset
are exhibited in Fig. 9.
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4.6. Discussion

Ablation experiments have verified the effectiveness of each
component of the proposed V-LPDR, and the results on different
datasets have proven that V-LPDR outperforms other LPDR models
and achieves state-of-the-art performance in various scenarios.
Moreover, to analyze the proposed V-LPDR architecture more rig-
orously and comprehensively, we discuss its advantages and disad-
vantages by comparing it with other recent methods in this
section. Different from the existing LPDR algorithms especially
deep learning-based models, V-LPDR has four main advantages.
(1) In all three stages, i.e. license plate detection, tracking and
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recognition, V-LPDR takes advantage of contextual information in
traffic videos to improve the system accuracy and robustness sig-
nificantly, while previous models are based on single images,
which limits their performance in real-world applications. Experi-
mental results have also demonstrated that exploring the positive
temporal knowledge such as optical flow can enhance the LPDR
system’s performance. (2) As far as we know, V-LPDR is the first
work to integrate plate detection, tracking, and recognition into a
unified framework via deep learning. The well-trained model can
be directly employed for real-world traffic videos in an end-to-
end manner without any pre- and post-processing steps, yet many
methods only focus on detection or recognition rather than a uni-
fied framework. (3) V-LPDR achieves competitive performance in
complex and unconstrained scenarios, which is suitable for some
intelligent applications such as ITS and Internet of Vehicles. Unlike
many LPDR systems for simple scenarios with constrained condi-
tions like parking lots, V-LPDR can obtain improved algorithm
robustness when facing some challenges in complex scenarios,
for example, multiple vehicles, image/video noise, motion blur,
partial occlusion, and varying illumination. (4) The computational
cost has been reduced in V-LPDR, especially about the proposed
tracker and recognizer. The operation of generating appearance
features for tracking is incorporated into the detection network,
and the recognizer only processes high-quality plates selected by
the recommender instead of recognizing all frames.

However, there are still two disadvantages. (1) Although com-
putation complexity has been reduced by sharing feature extrac-
tion and avoiding repeated calculations in the tracking and
recognition stage of V-LPDR, its overall processing time for a frame
in traffic videos is about 150ms=frame (6� 7fps), which still cannot
meet the requirements of some real-time applications. This is
mainly attributed to the calculation of optical flow maps in the
detection network. (2) As an online algorithm, V-LPDR only
exploits the information in past frames from a video without any
future knowledge,limiting its performance when the front frames
are distorted in some videos. But that is a trade-off between perfor-
mance and practicality in terms of the LPDR applications for ITS.
5. Conclusion and future work

This work proposes a novel unified framework based on deep
learning, namely V-LPDR, for license plate detection, tracking,
and recognition in the real-world traffic videos. To be specific, V-
LPDR is constituted of three components, spatiotemporal plate
detector, online plate tracker, and plate stream recommender
and recognizer, which are developed to tackle the above three sub-
tasks, respectively. Firstly, the spatiotemporal detector introduces
both temporal information from the past adjacent frames and spa-
tial attention mechanism from the current frame to enhance the
plate detection performance especially in unconstrained and com-
plex scenarios. Then, in order to perform plate tracking without
future knowledge in videos, a robust online plate tracker is pre-
sented based on both motion metrics and deep appearance fea-
tures, while the latter can be generated and aligned from the
detector. Ultimately, the plate recommender pumps out the best
quality plate with its tracking identity in the current plate stream,
which can be efficiently and accurately recognized by the plate rec-
ognizer. To sum up, in this paper, we creatively unify video-based
license plate detection, tracking, and recognition into a novel com-
pact and efficient end-to-end framework via deep learning. The
proposed approach is evaluated on three different datasets and
the ablation experiments and comparison with other methods
have verified its effectiveness and robustness in various real-
world traffic videos.
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Nonetheless, the proposed framework, referred to as V-LPDR,
has shortcomings to be tackled in future work. Limited by the com-
putational complexity, it cannot work in real time without perfor-
mance degradation. As a deep learning-based algorithm, its
training and deployment still rely on high-performance computing
equipment such as GPUs. In future work, we will introduce model
compression like knowledge distillation to V-LPDR to reduce its
parameters and improve the processing speed for real-time appli-
cations. In addition, deep learning-based LPDR systems including
V-LPDR achieve better performance in complex scenarios but lack
model interpretability or robust confidence estimation, which lim-
its their adoption in several fields. Thus, explainable LPDR algo-
rithms based on deep learning deserve to be explored in future
work.
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